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Abstract

Automated Program Repair (APR) endeavors to bolster soft-
ware reliability through the generation of patches for flawed/buggy
programs. While various Code Language Models (CLMs) have ex-
hibited efficacy in tasks like code completion, their evaluation for
repair capabilities, referred to as the ”Fill-in-the-Middle” task in
Large Language Model literature, remains underexplored. This
study builds upon prior research by investigating newer CLMs
while assessing advancements in the field, revealing substantial
progress in CLMs’ performance, nearly doubling in recent times.
The findings advocate promising directions for APR, advocating
for the utilization of CLMs with APR-specific designs.

The research further extends its objectives to include fine-
tuning these CLMs for the APR task. This involves adapting the
models to the specific domain of repairing faulty programs, thus
enhancing their effectiveness in generating patches. The work
involves comprehensive experimentation with various fine-tuning
strategies, aiming to optimize the CLMs’ performance specifically
for the APR task. Results indicate notable improvements in patch
generation accuracy and efficiency, demonstrating the efficacy of
fine-tuning CLMs for APR. This expanded investigation high-
lights the significance of leveraging CLMs not only for zero-shot
tasks but also for fine-tuning towards specialized objectives, such
as program repair, thereby contributing to the advancement of
software reliability and maintenance practices whilst also bridg-
ing the gap between academia and industry.
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1 Introduction

Automated Program Repair (APR) [1-3] stands as a pivotal tool for
developers, aiming to bolster software reliability by automatically gen-
erating patches to rectify software defects. Deep Learning (DL)-based
APR techniques [4-6] have garnered significant attention, harnessing DL
models to process faulty software programs and generate patched ver-
sions. These techniques typically construct neural network models using
training sets consisting of pairs of faulty and corrected code. Lever-
aging the robust learning capabilities of DL models, these techniques
excel in transforming faulty programs into patched ones, often surpass-
ing traditional APR techniques like template-based, heuristic-based, and
constraint-based. [7-9]

Despite the effectiveness of DL-based APR techniques, they encounter
challenges in addressing a substantial portion of bugs. Additionally, the
time-intensive process of generating and validating hundreds to thou-
sands of candidate patches poses practical limitations [10], especially
concerning developers’ willingness to review numerous patches promptly
[10]. This underscores a practical gap in the utilization of DL-based APR
research.

In light of these challenges, code language models (CLMs) have emerged
as promising alternatives for bug fixing, leveraging their effectiveness in
natural language domains. Unlike DL-based APR models, CLMs are
trained on large unlabeled code corpora for general code language mod-
eling tasks, such as next token prediction.

Building upon existing literature [11], which suggests that CLM-based
APR techniques surpass DL-based techniques, this study exclusively fo-
cuses on CLMs. It aims to extend previous research by exploring recently
released models like ReFact [12] and CodeLlama [13]. The assessment
of these models is conducted using the HumanEval-Java dataset [11],
a translation of the original HumanEval dataset [14] by OpenAI from
Python to Java. This translation aims to mitigate concerns related to
data leakage, considering the likelihood that CLMs have encountered
widely-used datasets during their pre-training phase.

Moreover, this study incorporates fine-tuning of CLMs alongside zero-
shotting, aiming to investigate potential improvements over time. The
primary research question explores whether CLMs have evolved and
improved in their ability to address software defects, and if so,
in what aspects and also if fine-tuning CLMs for domain-specific
tasks like APR is beneficial or not.
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2 Background

In this section, we present a succinct overview of large language models,
delineating their developmental stages and emergence, alongside an ex-
ploration of Automated Program Repair (APR), encompassing both tra-
ditional methodologies predating the integration of learning-based mod-
els and contemporary advancements. Additionally, we illuminate related
works acknowledged by the author during the project’s execution, ac-
companied by descriptions of baseline models employed. It is imperative
to acknowledge the inherent limitations in providing exhaustive coverage
of large language models, encompassing aspects such as their evolving ca-
pabilities, scalability, and training methodologies, as well as the diverse
array of approaches within APR. Consequently, our focus within this
section is constrained to specific tasks pertinent to our research objec-
tives, namely causal language modeling and masked language modeling,
contextualized within the realm of our work. The deliberate curtailment
of comprehensive coverage is motivated by the imperative to preserve
conciseness and relevance within the confines of this report’s scope.

2.1 Large Language Models

Language is a vital skill for humans, developing early in life and evolving
over time [15]. However, machines lack this innate ability unless enhanced
with advanced AI algorithms. Bridging this gap has long been a chal-
lenge, aiming to enable machines to comprehend and communicate like
humans [16]. Language modeling (LM) is a key approach in advancing
machine language intelligence. LM focuses on predicting the likelihood of
word sequences, aiding in forecasting future (casual language modeling)
or missing tokens (masked language modeling). LM research has under-
gone four major developmental stages, garnering significant attention in
literature, as succinctly outlined below:

• Statistical Language Models: Statistical Language Models (SLMs)
[17], originating in the 1990s, rely on statistical learning tech-
niques. They operate using Markov rules, predicting the next token
based on previous context. Models having fixed context lengths,
known as n-gram language models (e.g., bigram, trigram), are com-
mon. Some applications of SLM include information retrieval (IR)
and natural language processing (NLP). However, they face chal-
lenges like the curse of dimensionality, making it hard to estimate
high-order language models accurately which can be mitigated to
some extent with techniques like Backoff Estimation [18] and Good-
Turing estimation [19].
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Figure 1: Evolution of Language Modeling

• Neural Language Models: Neural Language Models (NLMs) [20]
employ neural networks like multi-layer perceptrons (MLPs) and
recurrent neural networks (RNNs) to characterize word sequence
probabilities. They introduced distributed word representation [20],
revolutionizing NLP tasks. Word2vec [21-22], a simplified neural
network, was proposed for learning effective distributed word repre-
sentations, proving highly effective across NLP tasks. These studies
pioneered the use of language models for representation learning,
extending beyond word sequence modeling and significantly im-
pacting NLP.

• Pre-trained Language Models: Pre-trained Language Models (PLMs)
like ELMo [23] and BERT [24] revolutionized NLP by capturing
context-aware word representations. ELMo pre-trains bidirectional
LSTM networks and fine-tunes them for specific tasks. BERT em-
ploys Transformer [13] architecture with self-attention mechanisms
for pre-training bidirectional language models on large-scale cor-
pora, setting a new standard for NLP tasks. This approach inspired
numerous follow-up studies, establishing the ”pre-training and fine-
tuning” paradigm. Subsequent research introduced various archi-
tectures (e.g., GPT-2 [25], BART [26]) and improved pre-training
strategies. Fine-tuning PLMs is common for adapting to different
downstream tasks.

• Large Language Models: Large Language Models (LLMs) have
demonstrated improved performance on downstream tasks through
scaling, adhering to the scaling law [27]. Studies have divulged
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upon performance limits by training ascendingly larger PLMs, such
as GPT-3 [28] and PaLM [29]. These larger models, despite similar
architectures and pre-training tasks, exhibit distinct behaviors and
emergent abilities , outperforming smaller PLMs like BERT and
GPT-2. GPT-3, for instance, excels in few-shot tasks through in-
context learning, distinguishing itself from GPT-2. Coined by the
research community, LLMs garner growing attention for their re-
markable capabilities. Notably, ChatGPT, derived from the GPT
series, showcases impressive conversational abilities with humans.

2.2 Language Modeling with LLMs

In this section, we provide a brief overview of the basics of language
modeling based on Transformers [13]. For the purpose of this report, our
focus will be confined to specific tasks aligned with our interests. These
tasks are delineated into causal language modeling and masked language
modeling. Comprehensive coverage of all aspects has been intentionally
delimited to maintain conciseness and relevance within the scope of this
report.

• Causal Language Modeling: Unidirectional language models, also
known as causal language models or next token prediction models,
determine sentence probability through the chain rule, multiplying
each token’s conditional probability. For an input text x = [x1, x2,
..., xn] with n tokens, it is modeled as

P (x) =
n∏

i=1

pθ(xi|x1:i−1) (1)

where x1:i−1 is a representation of tokens preceding xi in the input,
and θ represents the model parameters. Transformer decoders, ex-
emplified by models like GPT [28] and LLaMA [30], enhance this
probability calculation by introducing attention masks, ensuring
tokens can only attend to preceding ones. During training, cross-
entropy loss is computed for all tokens, and during inference, new
tokens are generated in an autoregressive manner

• Masked Language Modeling: In contrast, bidirectional language
models, exemplified by BERT [24], seek a nuanced contextual repre-
sentation by training a Transformer encoder. This involves replac-
ing a randomly selected set of tokens in the input with a special
token [MASK] to create a noisy input x̂ = [[CLS], x1, [MASK],
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x3, [MASK], x5, [EOS]]. The model is then trained to recover the
original tokens by maximizing this objective.

P (x) =
∏
m

pθ(m|x̂) (2)

However, this approach faces challenges in training efficiency, as
only a small subset of tokens (typically 15%) is masked and ”trained
on”.

• Fill-in-Middle All categories of models face limitations in infilling
tasks, where the objective is to generate text at a specific location
within a prompt, considering both a prefix and a suffix. Left-to-
right models, such as casual models, can only take the prefix into
account. On the other hand, encoder-only and encoder-decoder
models, like masked models, have the capability to consider suf-
fixes; however, the lengths of infill regions observed during training
are typically much shorter than what proves useful in practical
applications. This limitation is particularly unfortunate because
infilling is naturally relevant in scenarios where context is present
both before and after the point of generation. Examples include ap-
plications like docstring generation, import statement generation,
completing a partially written function, or, in the context men-
tioned, the removal of a buggy line followed by fixing the program
through completion.

Hence, [31] introduced a method for code refactoring, enabling the
incorporation of the fill-in-the-middle (FIM) technique into causal
decoderonly models. This is achieved through a simple modifica-
tion to the training data, allowing models to learn FIM without
compromising their existing left-to-right generation capability. Re-
cent code language models (CLMs) like Codellama and ReFact have
implemented this approach.

The crucial step involves a slight transformation, concatenating the
prefix and suffix parts and utilizing them for training purposes, as
illustrated in the equations below.

<PRE> + Enc(prefix) + <SUF> + Enc(suffix) + <MID> + Enc(middle) (3)

Here, <PRE>, <SUF> and <MID> represent the Prefix, Suffix
and Middle special tokens respectively and are used to format the
prompt accordingly.

During inference time, the middle part is removed from the above
equation resulting in (4)

<PRE> + Enc(prefix) + <SUF> + Enc(suffix) + <MID> (4)
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Figure 2: Fill-in-Middle Code Refactoring: Consider a code snippet of
10 lines with a bug at lines 5-6. This portion is referred to as middle.
The code is refactored in such a way such that the prefix and suffix are
concatenated together whilst pushing the middle at the end

2.3 Automated Program Repair

Automated Program Repair (APR) is a pivotal area of research in soft-
ware engineering, aimed at automating the identification and rectifica-
tion of software defects to enhance reliability. Traditional methods in-
volve manual debugging, but APR leverages machine learning and natu-
ral language processing to automate this process. Deep learning models
and code language models (CLMs) are key techniques in APR. They
learn from datasets of faulty and corrected code to propose patches au-
tonomously. Challenges include accuracy, scalability, and data scarcity.
APR holds promise for improving software reliability and development
efficiency. Continued research is crucial for advancing this field. APR
can be subdivided into the following categories which will also serve as
our baseline models.

• Search-based: Search-based techniques, also referred to as heuris-
tic solutions, involve searching within a predefined patch space
to identify the correct patch. These methods typically begin by
searching for the most probable locations of buggy code in the pro-
gram, often employing heuristics to generate potential fixes. Subse-
quently, they search for suitable fix patches through processes such
as mutation-selection, test execution, traversal strategies, and sim-
ilar approaches. Heuristic methods have been in use since around
2005. GenProg [32], a seminal work in this field, employed genetic
programming for synthesizing program variants. More recently,
SimFix [33] utilized advanced code search techniques for patch gen-
eration.

• Constraint-based: Constraint-based approaches, also known as se-
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mantic constraint approaches, operate by establishing a series of
constraint specifications to guide the repair process. These meth-
ods convert the program repair problem into a constraint solver
problem and utilize formal constraints to efficiently eliminate un-
necessary parts of the search space. This approach aims to iden-
tify expression-level variations that fulfill constraints gathered from
program analysis and tests, thereby facilitating patch generation.
For instance, SemFix [34] utilize test cases as constraints to direct
the patch synthesis process.

• Template-based: Throughout the history of Automated Program
Repair (APR), heuristic search methods have evolved into mature
solutions. However, their extensive search spaces significantly im-
pede repair efficiency and incur high costs in fixing defects. Sim-
ilarly, semantic constraint methods encounter limitations, often
struggling to establish suitable constraint specifications for vari-
ous types of bugs, thus relying on constraints with numerous con-
straints. To address these challenges, template-based APR tech-
niques have emerged. These methods use predefined program fix
templates [35], also known as ”fix patterns” or ”transformation
schemas”, to formulate fixed patches. These fix templates can be
manually extracted or automatically mined. Subsequently, template-
based APR tools target defects to select corresponding fix templates
and generate candidate patches. Recent studies [36] have high-
lighted the effectiveness of template-based repair tools compared
to search-based and constraint-based approaches.

2.4 Results from Part A

In Part A of the study, the performance of various models in Au-
tomated Program Repair (APR) was evaluated using the pass@10
metric, which measures the number of programs fixed by apply-
ing the top 10 generated patches. The results are summarized as
follows:

These results provide insights into the effectiveness of different
models in addressing software defects through automated patch
generation. It is evident that CLMs perform better than traditional
LLMs and larger models, such as ReFact, CodeLLaMA (7B), and
CodeLLaMA (13B), outperform smaller models like PLBART and
CodeT5, indicating the importance of model size in APR tasks.
Also, it is observed that models having FIM capibilities perform
better than traditional CLMs for bug fixing tasks. These findings
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Model # of programs fixed (pass@10)
PLBART (140M) 39 (23.78%)
CodeT5 (60M) 3 (1.83%)

CodeGen (350M) 30 (18.29%)
InCoder (1B) 40 (24.39%)

ReFact (1.6B) 70 (42.68%)
CodeLLaMA (7B) 91 (55.48%)
CodeLLaMA (13B) 102 (62.20%)

Table 1: Pass@10 for CLM models on HumanEval-Java dataset

serve as a foundation for further investigation and refinement of
APR techniques in Part B of the study.

Page 9 of 29



Sarthak Thakur a1871690

3 Methods

In this section, we will elucidate the methodologies employed to fine-
tune our models for the Automated Program Repair (APR) task. While
several methods exist for adapting Large Language Models (LLMs) for
fine-tuning, such as instruction tuning [37], Supervised Fine Tuning, and
Reinforcement Learning from Human Feedback (RLHF) [38], we will
selectively focus on those utilized in our work to maintain conciseness
and relevance within the report’s scope. Additionally, we integrated
parameter-efficient and memory-efficient adaptation techniques, includ-
ing PEFT, LoRA [39], k-bit quantization, among others, into our ap-
proach. Rather than delving into exhaustive detail on all methodologies,
our discussion will center on those specifically employed in our study.
Furthermore, we will provide insights into the dataset utilized for our ex-
periments and any external libraries leveraged to facilitate them. Lastly,
we will delineate the evaluation metrics employed on these benchmarks
to facilitate comparative analysis of different models.

3.1 LLM Adaptation

Following pre-training, Large Language Models (LLMs) acquire broad
capabilities for tackling diverse tasks. However, recent research suggests
that these abilities can be further refined to suit specific objectives. Two
primary approaches for adapting pre-trained LLMs have emerged: in-
struction tuning and alignment tuning. Instruction tuning primarily aims
to bring forward the existing abilities of LLMs, while alignment tuning
seeks to align LLM behaviors with human values or preferences. In this
study, our focus is solely on instruction tuning, specifically Supervised
Fine-Tuning, which was the method employed in our investigation.

• Supervised Fine Tuning (SFT): A simple method involves opti-
mizing LLMs using the traditional Seq2Seq objective, utilizing the
fine-tuning data. As the finetuning data usually comprises an in-
put instruction and an output response (usually paired as a prompt
−→ response pair), the main training loss remains the conventional
cross-entropy loss for language modeling.

3.2 Parameter-Efficient Model Adaptation

In the preceding section, we elaborated on the methodology of super-
vised fine-tuning to adapt Large Language Models (LLMs) according
to specific objectives. Given the considerable magnitude of parame-
ters within LLMs, conducting full parameter tuning can be prohibitively
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resource-intensive. Therefore, this section will delve into the strategies
for conducting efficient tuning on LLMs. While numerous techniques ex-
ist for this purpose, including adapter tuning, prompt tuning, and LoRA,
among others, our focus will be solely on LoRA and QLoRA [40], as these
were the techniques employed in our study.

• Low Rank Adaptation (LORA): Low-Rank Adaptation (LoRA) [39]
employs a low-rank constraint to approximate the update matrix
at each dense layer, thereby reducing the number of trainable pa-
rameters required for adapting to downstream tasks. In LoRA, the
original parameter matrix W is frozen, while the parameter up-
date ∆W is approximated using low-rank decomposition matrices,
A and B, where A and B are trainable parameters for task adap-
tation where ∆W = A ·B⊺ and k where, W ∈ Rm×n, A ∈ Rm×k,
A ∈ Rk×n and k represents the reduced rank. Here, A and B are
trainable paramters for rank adaptation and k ≪ min(m,n). The
update equation can then be written in the general form as:

W ←− W +∆W (5)

The key advantage of LoRA lies in its ability to significantly reduce
memory and storage usage, such as VRAM. Additionally, LoRA
allows for the maintenance of a single large model copy while in-
corporating multiple task-specific low-rank decomposition matrices
for adaptation to various downstream tasks. Furthermore, studies
have proposed principled approaches for setting the rank, includ-
ing importance score-based allocation and search-free optimal rank
selection.

3.3 Memory-Efficient Model Adaptation

In this section, we discuss the methods to reduce the memory consump-
tion of Large Language Models (LLMs) through model quantization, a
popular compression technique. As with the previous sections, it would
be impractical to discuss everything and so this section will only focus
on the quantization methods actually utilized for this project. Quantiza-
tion involves mapping floating-point numbers to integers, typically using
8-bit integer quantization (INT8). Two main types of data are quantized
in neural network models: weights (model parameters) and activations
(hidden activations). Model quantization utilizes scaling and zero-point
factors to transform floating numbers into quantized values. To illustrate
the underlying principle of model quantization, we introduce a simple yet
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popular quantization function:

xq = R(x/S)− Z (6)

Here, x is the floating point number which needs to be quantized and
xq is the quantized value. In this function, S and Z denote the scaling
factor (which determine the clipping range) and the zero-point factor
(determining symmetric or asymmetric quantization) respectively and R
denotes the rounding operation to map the scaled floating values to an
integer.

The reverse process is called dequantization which revovers the origi-
nal value from the quantized value as per:

x̃ = S · (xq + Z) (7)

The quantization error is calculated as the numerical difference be-
tween the original and recovered values. For LLMs, two major quantiza-
tion approaches are quantization-aware training (QAT) and post-training
quantization (PTQ). Given the vast number of parameters in LLMs,
PTQ methods are preferred due to lower computational costs. Addi-
tionally, LLMs exhibit unique activation patterns, making quantization
more challenging, especially for hidden activations. We focus on QLoRa,
a representative PTQ method used in our study and on mixed-precision
decomposition, due to their relevance to our research objectives.

• Mixed-Precision Quantization: As documented in [41], when the
model size surpasses 6.7 billion parameters, there is a notable oc-
currence of exceptionally large values in hidden activations, com-
monly referred to as outliers. Intriguingly, these outliers predomi-
nantly manifest within specific feature dimensions at Transformer
layers. In response to this observation, a novel approach termed
LLM.int8() is introduced in [41]. This method employs vector-wise
quantization to distinguish feature dimensions containing outliers
from those without during matrix multiplication. Subsequently,
computations for these distinct subsets utilize 16-bit floating-point
numbers and 8-bit integers, respectively, with the aim of accurately
capturing and handling these outlier values with precision. In our
project, we extensively make use of INT-8 quantization when work-
ing with larger models.

• Quantized Low Rank Adaptation (QLoRA): In the realm of post-
training quantization, direct conversion to low-bit quantization like
INT8 often leads to significant performance declines. Address-
ing this issue, QLoRA [40] introduces supplementary, small, ad-
justable adapters (operating at 16-bit precision) into quantized
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models. This integration aims to facilitate efficient and high-precision
fine-tuning of models. QLoRA combines the strengths of LoRA (re-
fer Section 3.1) and various quantization techniques. Experimental
findings demonstrate that QLoRA enables 4-bit quantized models
to achieve performance comparable to full 16-bit fine-tuning and
we use it in our study while fine-tuning our larger models.
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4 Experiment

The ensuing section delves into the equipment utilized in our experi-
ments, encompassing details on the dataset and its characteristics, a run-
down of any external libraries employed, as well as the evaluation metrics
utilized for assessing the models. Additionally, it provides insights into
the LoRA parameters configuration employed during the fine-tuning of
our models.

4.1 Dataset

The experiments were conducted using the following datasets, each ac-
companied by its respective description.

• Defects4J: Defects4J v1.2 stands as the most extensively utilized
version of the Defects4J benchmark, housing a total of 393 bugs,
with 130 of them categorized as single-hunk bugs. On the other
hand, Defects4J v2.0 represents the latest iteration of the Defects4J
benchmark, encompassing an additional 444 bugs, of which 108 are
single-hunk bugs. Both Defects4J v1.2 and Defects4J v2.0 derive
from prominent Java projects like the ”Google Closure compiler”.

• HumanEval-Java: Defects4J v1.2 and Defects4J v2.0 serve as com-
monly utilized benchmarks for Automated Program Repair (APR)
techniques. However, relying solely on these benchmarks for apply-
ing Code Language Models (CLMs) may pose challenges, as CLMs
could have encountered these datasets during their pre-training
which could mean these models are biased to perform extremely
well on these datasets. Investigation into data sources such as
CodeSearchNet [42] and BigQuery reveals that four repositories
utilized by the Defects4J benchmark are present in CodeSearch-
Net, while the entire Defects4J repository is encompassed by Big-
Query. This suggests a high likelihood that existing APR bench-
marks have been encountered by CLMs during pre-training. To
mitigate this concern, we use a new benchmark named HumanEval-
Java. HumanEval-Java addresses the issue of CLMs potentially
having seen publicly available test datasets by manually converting
Python programs and their test cases from HumanEval into Java
programs and JUnit test cases. Bugs are then injected into the
correct Java programs to create an APR benchmark. HumanEval-
Java comprises 164 (single-hunk) Java bugs, ranging from simple
bugs like incorrect operator usage to complex logical bugs requiring
modification of multiple lines of code to rectify. Given its deriva-
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tion from HumanEval and manual bug injection, HumanEval-Java
ensures that none of the CLMs have encountered it previously.

Among these datasets, we employed the Defects4J dataset to establish
our baseline models based on traditional APR techniques, while utilizing
the HumanEval-Java dataset for our CLM models.

Dataset Models
Defects4J Baseline Models (ARJA, JAID, Hercules)

HumanEval-Java PLBART, CodeT5, CodeGen, InCoder, ReFact, CodeLLaMA

Table 2: Datasets used along with the respective models

4.2 External Libraries

• PEFT: PEFT (Parameter-Efficient Fine-Tuning) [43] stands as a
toolkit designed to adeptly tailor extensive pre-trained models for
diverse downstream applications without the necessity of fine-tuning
the entirety of a model’s parameters, which can be excessively
costly. Instead, PEFT techniques focus solely on refining a lim-
ited subset of additional model parameters, substantially mitigat-
ing computational and storage expenses, all the while maintain-
ing performance levels akin to those achieved by fully fine-tuned
models. This approach enhances the feasibility of training and ac-
commodating large language models (LLMs) on consumer-grade
hardware.

• TRL: TRL [44] is a comprehensive toolkit offering a range of utili-
ties for training transformer language models using Reinforcement
Learning, spanning from the initial Supervised Fine-tuning (SFT)
phase, through the Reward Modeling (RM) phase, to the sub-
sequent Proximal Policy Optimization (PPO) step. This library
seamlessly integrates with transformers, providing a cohesive solu-
tion for leveraging Reinforcement Learning in the training process.

• Transformers: Transformers [45], developed by HuggingFace, is
a library that furnishes APIs and utilities for effortlessly access-
ing and training cutting-edge pretrained models. Leveraging pre-
trained models can effectively reduce computational expenses, envi-
ronmental impact, and the time and effort needed to train a model
from the ground up. These models cater to a variety of tasks across
different domains, including Natural Language Processing (NLP),
Computer Vision (CV), Audio processing, and Multimodal tasks.
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The versatility of Transformers extends to its framework interoper-
ability, facilitating seamless transitions between PyTorch, Tensor-
Flow, and JAX. This allows users to train a model in one frame-
work with just a few lines of code and seamlessly switch to another
framework for inference purposes. Furthermore, models can be ex-
ported to formats like ONNX and TorchScript for deployment in
production environments.

4.3 Evaluation Metrics

The evaluation metric used for evaluating all the models was pass@k.
The pass@k metric [14] is a quantitative measure used to evaluate the
effectiveness of Automated Program Repair (APR) techniques. It as-
sesses the success rate of generated patches by determining if any of the
top k patches applied to a buggy program pass the provided test cases.
In this study, patches are generated and injected into faulty programs,
and the pass@k metric evaluates whether any of the top k patches re-
sult in passing all test cases. This metric provides insight into the APR
technique’s ability to produce effective patches for rectifying code faults,
thereby gauging the repair process’s overall quality and reliability. In
this study models are evaluated and compared with pass@10.

4.4 LoRA Configuration

The below LoRA configuration was used to finetune the larger CLMs.
The same LoRA configuration can be used to replicate the experiments
if needed.

Parameter Value
Rank (r) 16

Alpha (lora alpha) 32
Dropout (lora dropout) 0.05

Bias (bias) ”none”
Task Type ”CAUSAL LM”

Table 3: LoRA configuration used to fine-tune models
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5 Results and Analysis

In this section, we will explore the outcomes obtained from our base-
line models, followed by the results from both Part A and Part B of the
report. Subsequently, we will conduct an in-depth analysis of these find-
ings to ascertain the extent to which we have met our research objectives.
Additionally, we will report any pertinent discoveries gleaned from our
analysis.

5.1 Baseline

The findings for the baseline models have been condensed into the ta-
ble provided below taken from in reference [46]. Upon examination, it
becomes evident that the performance of these baseline models is lack-
ing, even when applied to relatively straightforward datasets such as
Defects4J. Additionally, traditional methods exhibit considerable time
requirements for both patch generation for buggy programs and subse-
quent evaluation of these patches.

Model # of programs fixed (pass@10) Accuracy
Search-Based ARJA 5.04%

Constraint-Based JAID 9.80%
Template-Based Hercules 12.88%

Table 4: Baseline models accuracy on Defects4J dataset

5.2 Results from Part A

The outcomes from Part A have been integrated into Section 2.4 for
convenience. Nevertheless, to facilitate easier interpretation of the results
and findings, a plot has also been incorporated over here as well (Figure
3)

Based on the aforementioned results, the author has summarized their
findings as follows:

1. Performance of CLM-based models: CLM-based models show sig-
nificant proficiency in bug fixing compared to alternative methods.
However, CodeT5 displays an exception, possibly due to its train-
ing across various code tasks beyond bug fixing. There is optimism
that fine-tuning CodeT5 with data from Automated Program Re-
pair (APR) could enhance its bug-fixing capabilities.
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Figure 3: Pass@10 for CLM models on HumanEval-Java dataset

2. Impact of Model Size on Bug Fixing: A trend is observed indicating
that as models increase in size, their bug-fixing capabilities also
improve. This correlation suggests that larger models possess a
more extensive grasp of natural language and benefit from emergent
abilities with scaling which can be observed in Figure 4.

Figure 4: Correlation between model size and number of programs fixed
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3. Advantages of FIM-Enabled Models: Models incorporating Fill-in-
the-Middle (FIM) capabilities exhibit superior bug-fixing perfor-
mance compared to conventional masked language models. FIM
models consider both prefix and suffix components of the code,
leveraging contextual information for result generation. Moreover,
these models are trained to generate larger amounts of missing text,
thereby enhancing their effectiveness.

5.3 Results from Part B

The models underwent fine-tuning on custom code data pertinent to
Automated Program Repair (APR) tasks, as detailed in Section 3. The
outcomes for pass@10 for the fine-tuned models are provided below:

Models (Finetuned) # of programs fixed (pass@10)
PLBART (140M) 41 (25.00%)
CodeT5 (60M) 39 (23.78%)

CodeGen (350M) 50 (30.48%)
InCoder (1B) 61 (37.19%)

ReFact (1.6B) 98 (59.75%)

Table 5: Pass@10 for finetuned CLM models on HumanEval-Java dataset

A comparative analysis using side-by-side graphs of the zero-shot
models and the fine-tuned models aids in comprehensively assessing any
performance improvements resulting from fine-tuning the models on code
data. This approach offers valuable insights into the efficacy of fine-
tuning in enhancing model performance and can be seen in Figure 5.

Based on the aforementioned results, the author has summarized their
findings as follows:

1. Integration of New Capabilities: Notably, all models exhibit per-
formance gains following fine-tuning; however, CodeT5 appears to
derive the most significant benefit. This phenomenon may stem
from CodeT5’s training on a comprehensive multi-task pretrain-
ing objective. Despite this, it is evident that these models possess
latent programming knowledge acquired during their pre-training
phase, which can be unlocked and further enhanced through fine-
tuning. This observation serves as compelling evidence that LLMs
refine or acquire new abilities when exposed to similar data during
their pre-training stages.
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Figure 5: Comparison between zero-shot models and finetuned models
on pass@10 on HumanEval-Java dataset

2. Impact of Model Size on Bug Fixing: As evidenced in the preced-
ing section, larger models tend to derive the greatest benefits from
pre-training or fine-tuning tasks, thereby showcasing their abilities
to the fullest extent. Even following fine-tuning, all models exhibit
improvement; however, the notable enhancement demonstrated by
larger models such as Incoder and Refact underscores the signifi-
cance of model size in dealing with LLMs.
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6 Future Work

This study provides valuable insights into the evolution and effectiveness
of Code Language Models (CLMs) in bug fixing tasks. However, there
are several avenues for future research to explore further:

• Fine-tuning with APR Data: This study uses general code data
as a base for it’s experiments. However, the author believes that
fine-tuning CLMs with Automatic Program Repair (APR) based
domain specific code data could potentially enhance their bug fix-
ing capabilities. Future studies could investigate the effectiveness
of fine-tuning CLMs using APR-specific datasets and explore the
impact on bug fixing performance.

• Comprehensive Evaluation: While this study focused on selected
CLMs due to their popularity and availability, future research could
conduct a more comprehensive evaluation of various CLMs. This
could involve comparing a wider range of models and analyzing
their performance across different bug types and programming lan-
guages.

• Development of New Metrics: The current study primarily assessed
CLMs based on their bug fixing effectiveness. Future work could
involve developing new metrics or refining existing ones to provide
more comprehensive evaluations of CLMs’ performance, consider-
ing factors such as computational efficiency, robustness, and scala-
bility.

• Exploration of Advanced Techniques: With the rapid advancements
in machine learning and natural language processing, future re-
search could explore advanced techniques and methodologies for
CLM development and optimization. This could include incorpo-
rating advanced architectural designs, exploring novel fine-tuning
strategies, or leveraging model alignment learning approaches.

• Mixture-of-Experts: With the ongoing advancements in LLM re-
search, new breakthroughs emerge frequently. Currently, Mixture-
of-Experts (MoE) models have gained significant attention, as ev-
idenced by the recent release of the Mistral models [47]. These
models have demonstrated notable effectiveness in various tasks.
Future research endeavors could explore the potential of utilizing
MoE-based LLMs, which hold promise for further enhancing effi-
ciency in bug-fixing tasks.
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• Agent based LLMs and Tool Manipulation: In essence, LLMs are
primarily trained as text generators using extensive plain text datasets,
which may result in suboptimal performance on tasks that are not
inherently textual, such as numerical computation or coding. To
address these limitations, a recent approach involves leveraging ex-
ternal tools to supplement the capabilities of LLMs [48]. For in-
stance, LLMs can utilize calculators for precise computations and
utilize search engines to retrieve relevant information or find solu-
tions to encountered bugs. This approach resembles an agent-based
mechanism where the model continuously searches for and applies
fixes until the issue is resolved.

• Real-world Deployment and Validation: Further research is needed
to validate the effectiveness of CLMs in real-world software devel-
opment scenarios. Future studies could focus on deploying CLMs in
industry settings and evaluating their performance, usability, and
impact on development workflows and software quality.

• Ethical and Societal Implications: As CLMs become more prevalent
in software development, it is essential to consider the ethical and
societal implications of their use. Future research could explore the
ethical considerations surrounding CLMs, such as bias mitigation,
fairness, and transparency, and investigate approaches to ensure
responsible and ethical deployment of these models.

By addressing these future research directions, we can further advance
our understanding of CLMs and their role in bug fixing and software
development, ultimately leading to more efficient and reliable software
systems.
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7 Conclusion

This study embarked on an investigation to assess the evolution of Code
Language Models (CLMs) over time and the impact of these advance-
ments on their effectiveness. The results highlight a noticeable improve-
ment in CLMs, primarily attributed to their Fill-in-the-Middle (FIM)
capability. Integrating FIM into code-based models enhances their abil-
ity to comprehend the broader context of code, resulting in more effective
bug fixing compared to traditional mask-based models.

While this study focused on two selected models chosen for their
popularity and availability on platforms like Hugging Face, it’s important
to acknowledge the dynamic nature of CLM releases, with new models
emerging weekly. Therefore, a selective approach was necessary, and
although valuable insights were gained, a comprehensive examination of
all models would be impractical. Future research may delve into a more
exhaustive investigation.

Despite being trained on general code tasks, the observed performance
of these CLMs suggests potential for further improvement. The author
speculates that fine-tuning these models with Automatic Program Repair
(APR) based code data could yield even more promising results, paving
the way for future research.

In summary, CLMs show significant potential for bug fixing, serving
as valuable tools that bridge the gap between Natural Language Pro-
cessing (NLP) and Software Engineering. Furthermore, they serve as
a connecting link between academia and industry, demonstrating their
versatility and applicability in real-world software development scenar-
ios. The enhancement of CLMs through fine-tuning in Part B of this
study further emphasizes their efficacy and underscores the importance
of ongoing research in this field.
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